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Abstract. We describeamemory-basedpproacho learninghow to selectandprovide sub-
goalsfor behaioral primitives,givenan existing library of primitives.We demonstratéoth
learningfrom obsenationandlearningfrom practiceon a marblemazetask,Labyrinth.

1 Motivation and Strategy

We areexploring how primitives,smallunitsof behaior, canspeedup robotlearn-
ing andenablerobotsto learndif cult dynamictasksin reasonablamountsof time.
In this papemwe describavork onlearningfrom obsenationandlearningfrom prac-
tice on a marblemazetask, Labyrinth. We have alsoexploredan air hockey task,
but presentthat work in other papers.This paperdiscusse®ur researclstratey,
preliminaryresults andopenissues.

Primitivesareunits of behaior above the level of motoror musclecommands.
Therehave beenmary proposaldor suchunits of behaior in neurosciencepsy-
chology robotics,arti cial intelligenceandmachindearning[1,8,7,3].[4] presents
amorecompletesuney of relevantwork.

Thereis a greatdealof evidencethatbiological systemshave units of behaior
above the level of activatingindividual motor neuronsandthatthe organizationof
the brain re ects thoseunits of behaior. We know thatin humaneye movement,
for example,thereareonly a few typesof movementsincluding saccadessmooth
pursuit, VOR, OKN, andvergence,that generaleye movementsare generatedis
sequencesf thesebehaioral units, andthattherearedistinct brain regionsdedi-
catedto generatingandcontrollingeachtype of eye movementWe know thatthere
arediscretelocomotionpatternspor gaits, for animalswith legs. Whetherthereare
correspondinginits of behaior for upperlimb movementin humansandotherpri-
matesis not yet clear Thereis evidencefrom neurosciencandbrainimagingthat
therearedistinct areasof the brain for differenttypesof movements.Developing
a computationatheorythat explainsthe rolesof primitivesin generatingoehaior
and learningis an importantsteptowardsunderstandindnow biological systems
generatdehaior andlearn.

Behavioral units or primitives are a way to supportmodularityin the design
of behaiors. Primitives are an importantsteptowards reasoningaboutbehaior,
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Fig. 1. Threepartframenork for learningusingprimitives.

abstractionandapplyinggeneraknowledgeacrossa wide rangeof behaiors. We
believe thatrestricting behaioral optionsby adoptinga setof primitivesis agood
way to handlehigh dimensionatasks.Considerthe everydaytaskof puttingon or
taking off clothes.Becausef the large numberof degreesof freedomof the cloth,
it is dif cult to imaginehow currentplannerscan plan appropriatemotionsfrom
scratchor at the level of a sequencef task states.The large numberof possible
actionsandstatesalsomake learningdif cult, if notimpossible Whatis the sword
thatcutsthis Gordianknot?If the setof possibleactionsis restrictedto a smallset,
it becomegpossibleto explore the spaceof possibleactionsand nd a sequence
thatworks well. However, the Achilles heelof suchan approachs thatthe setof
possibleactionsmustmatchthetask.We needto understandherole of primitivesin
generatindpehaior andlearningto betterunderstandheseissuesandbuild more
effective learningrobots.

Our researchstratgy (at leastfor this paper)is to focus on the selectionof
primitivesandgeneratiorof subgoalsiuringlearning.Thereforewe will useexist-
ing librariesof manuallygenerategrimitives.We aredeferringthe questiorof how
toinventnew primitivesuntil we betterunderstandhow primitivesarebestused We
areexploringathreepartframework for primitive use(Figurel). A classi er selects
the type of primitive to usein a givencontet. A function approximator predicts
theappropriateagumentsor parameteror the selectedprimitive (subgoalgenera-
tion). Anotherfunction approximator predictsthenecessargommandso achie/e
the subgoalspeci ed by the parametersor the primitive (actiongeneration)This
framework supportslearningfrom practice.If a single function approximatordi-
rectly predicteccommandstherewould benorepresentationf thedesirecoutcome
in thatsituation,andthusno way to correctthe commanddgor contet speci ¢ de-
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Fig. 2. Left: Thehardwaremarblemazesetup.Right: Marble mazeprimitives.

siredoutcomeslin whatfollows we describeour approacho learninghow to select
primitivesandgeneratesubgoalsin this papemwe assuméhelearneralreadyknows
how to executea selectedorimitive andwe have programmedur robotto be able
to performeachof the primitivesin our manuallydesignegrimitive library. We are
currentlyexploring how to simultaneouslymprove primitive executionalongwith
primitive selectionandsubgoalgeneration.

We have usedtwo tasksto develop our thinking, marblemazeandair hocley.
We selectedhesetasksbecausd) they arechallengingdynamictaskswith differ-
ent characteristiceand 2) robotshave beenprogrammedo do both tasks[6,9], so
they aredoable,andto the extentthereare publisheddescriptionsthereare other
implementation$o compareo. Themarblemazetaskis similarto partsorientation
usingtraytilting [5]. The marblemazetaskwill allow usto explore generalization
acrossdifferentboardlayouts,while air hockey will allow usto explore general-
ization acrosddifferentopponentsWe have developedversionsof thesegamesto
be playedby simulatedagentsandby robots.Although hardwareimplementations
necessarilyincludereal world effects,we cancollectusefultraining datafrom the
simulationswithout the costof runningthefull robotsetupsandcanperformmore
repeatabl@ndcontrollableexperimentdn simulation.

This paperdescribessomeof our work usingthe marblemaze(Figure 2). In
the marble mazegamea player controlsa marblethrougha mazeby tilting the
boardthatthe marbleis rolling on. The actualboardis tilted usingtwo knobsand
the simulatedboardis controlledwith a mouse . Thereareobstaclesin the form of
holesandwalls. The primitives we have manuallydesignedfor the marblemaze
gamearebasedn our obserationsof humanplayers.Thefollowing primitivesare
currentlybeingexploredandareshowvn in Figure2:

Roll To Corner:Theball rolls alonga wall andstopswhenit hits anothemwall.
Leave Corner:Theballis in acornerandtheboardis beingpositionedo move
themarblefrom thecorner

Roll Off Wall: Theball rolls alongawall andthenrolls off theendof thewall.
Roll FromWall: Theball hits, or is on,awall andthenis maneueredoff it.
Guide:Theball is rolled from onelocationto anothemithout touchinga wall.



4 D. Bentivegna,G. Cheng,andC. Atkeson

2 Learning From Demonstration

In learningfrom demonstratiorthe robot obseresa humanor anotherrobot per
forming a task,andusesthatinformationto do the task.In learningfrom demon-
strationwithout primitives, the robot learnsdesiredstatesor statetrajectoriesand
correspondindow level actionsor action sequencesit is dif cult to generalize
muchbeyond the statetrajectoriesor reuseinformationacrossasks.lt is alsodif-
cult to reasonaboutwhat the demonstratomwastrying to do at ary time during
thedemonstrationPrimitivesprovide away to generalizanoreaggressiely, andto
reuseinformationmoreeffectively. Furthermoreselectingheappropriatgrimitive
canbeinterpretedasselectinga subgoalin thatpoint of the task,a simpleform of
reasoning.

The example tasks,marble mazeand air hoclkey, have beenchosento some
extentbecausd is relatively easyto sggmentanobsenationinto distinctprimitives.
We usea stratgy basedon recognizingcritical events.Examplesof critical events
for air hockey includepuckcollisionswith awall or paddle jn whichthepuckspeed
and direction are rapidly changedIn the marble mazeinitiating and terminating
contactwith a wall are examplesof critical events(Figure 3). A combinationof
geometricknowledge (proximity of the ball to walls) and violations of dynamic
models(theball doesnotacceleratén thedirectionof boardtilt, sudderchangesn
ball velocity) areusedto infer wall contact.n this preliminaryresearchalgorithms
have beenmanuallycreatedhat automaticallysegmentthe obsened primitivesby
searchingor sequencesf critical events.Parameter®r subgoalsareestimatedy
observinghe stateof thetaskat the transitionto the next obsered primitive.

In learningfrom demonstratiorusing primitivesthe learnerlearnsa policy of
which primitive type andsubgoalto usein eachtaskstate.The segmenteddemon-
strationdatacan be usedto train this mechanismThereare mary classi ersand
function approximatorsve could have used.We have taken a memory-basedp-
proach,usinga k-nearesneighborscheméor the classi er that selectprimitives,
andkernelbasedregressionfor the function approximatorthat provides subgoals.
This providesuswith onemechanismthedistanceunction,thatcanbeusedto im-
prove performancean both primitive selectionandsubgoalgenerationOur system
learnsby modifying the calculateddistancedetweera queryandthe storedexperi-
encesn memory Memory-base@pproachebave anumberof otherbene ts,such
asrapidlearning,low interferenceandcontrolover forgetting[2].

Eachtime aprimitive is obseredin thetrainingdataa correspondinglatapoint
is storedin a databasehatis indexed by the stateof the taskat the time the prim-
itive was performed.During execution,the currentstateis usedto look up in the
databas¢he mostcommonprimitive type nearthat state, which determinesvhich
kind of primitiveto use After it hasbeendecidedwhichtypeof primitiveto use the
parametersf thatprimitive arealsospeci ed by thedatabasef prior obsenrations.
The closestN storedexperienceghatinvolved the sameprimitive type areusedto



LearningUsing Primitives 5

Fig. 3. Top Left: Raw obsereddata.Top Right: Wall contactidenti ed by thicker (blue)line.
Middle Left: Symbolsshawv the startof recognizedorimitives: -Roll To Corner, -Roll
Off Wall, -Guide, -Roll From Wall, -Leave Corner. Middle Right: The 3 obsered
gamesplayedby the humanteacherBottom Left: Performancen 10 gamesbasedn learn-
ing from obsenration using the 3 training games.The mazewas successfullycompleteds
times,andtheredcirclesmarkwheretheball fell into the holes.Bottom Right: Performance
on10gameshasedn learningfrom practiceafter30 practicegamesTherewerenofailures.
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computethe subgoafor the primitive to be performed We arecurrentlycomputing
theparametersisingkernelregression:

al g K(d(x;0))
&N 1 K(d(xi;q))

d(xi; q) is the Euclideandistancebetweenthe datapoint x; andthe querypoint g.

K(d) is the kernelfunctionandis typically e @ As canbe seenthe estimatefor
g depend®nthelocationof the querypoint, q. We arealsoexploring usinglocally
weightedregressiorto performthis interpolation/&trapolation[2]. Figure3 shows
the training dataand performanceausingthe training dataon the hardware marble
mazesetup.

Futurework will includeamuchmorecarefulstatisticalcharacterizatioof per
formance.However, it is clear from our preliminary researchthat learning from
demonstratioralone has several de cits. Even underideal conditionsthe learner
learnsto imitate the performanceof the teachernot to do betterthanthe teacher
We obsene thatthe samemistalestendto be madeover andover. To improve fur-
ther, it hasbecomeclearto usthat additionallearningmechanismsre necessary
suchastheability to learnfrom practicein additionto learningfrom watchingothers
perform.

q(q) =

3 Learning From Practice

Thelearningfrom practicemoduleneeddo containtheinformationneededo eval-
uatethe performancef eachprimitive towardsobtainingits desiredoutcome This
informationis usedto updateprimitive selectionandparameteandactiongenera-
tion. A toughquestionis wherethe taskcriterion comesfrom. Ideally, it shouldbe
learnedfrom obseration. The learnershouldinfer theintentof theteacherThis is
very dif cult, andwe deferaddressinghis questionby manuallyspecifyinga task
criterion.

Our systemlearnsfrom practiceby changingthe distancefunction usedin the
nearesheighborlookup donein both selectingprimitivesandgeneratingsubgoals.
Let's considerthe simplestcase wherea nearesneighborclassi er is usedto se-
lect the primitive usedin the experiencemostsimilar to the currentcontet. If the
closestprimitive actually leadsto bad consequencesye wantto increasethe ap-
parentdistancesothata differentexperiencebecomeshe “closest”anda different
primitive is tried. If the closestprimitive leadsto good consequencesye wantto
decreas¢heapparentlistanceln thenearesteighborcase decreasinghedistance
to theclosesipointhasno effect, but in thek-nearesheighborandkernelregression
casest increaseshelik elihoodthatthatprimitive typeis selectedandincreaseshe
weightingof thatsubgoal.

Let us continueto considerthe simplestcase a nearesheighborapproachWe
use an estimateof the value function, or actually a Q function, to representhe
consequencesf choosinga particularprimitive in the currenttaskstate[10]. A Q
functiontakesasargumentdhecurrenttaskstateandanaction.In our casethetask
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stateis the queryq to the databaseandthe actionis choosingto useinformation
from storedpoint x;, sowe have Q(xj; ) asthe consequencéle usethis Q value
asascalefactoronthedistancewhereC is anormalizingconstant.

C
Q(xi;q)
Thisscalefactorwill have theeffectof moving astoredexperiencen relationshipto
thequerypoint. ScalefactorsC=Q greatethanl.0will havetheeffectof moving the
datapointfartheraway from the querypointandscalefactorslessthen1.0 have the
effect of moving the datapoint closerto thequerypoint. For example,if themarble
falls into a hole aftera selectecprimitive is performedthe scalefactorsassociated
with the setof datapointsthatvotedfor that primitive selectionor contritutedto
the subgoalgeneratiorcanbe increasedThe next time the agent nds itself in the
samestate thosedatapointswill appearfurther away andwill thereforehave less
effectonthe choseraction.

In our memorybasedapproachwe associatehe Q values,Q;(x;;q), with our
experiencesy;. In orderto supportindexing the Q valueswith the queryq, we
actuallyassociatatableof Q valueswith eachstoredexperienceandusethattable
to approximateQj(xi;q). This alsosolvesthe problemthat from one query point
statethe chosenexperiencesnay be appropriateput from a differentquery point,
theseexperiencesnay notwork very well. With atableassociateavith eachstored
experience we can handlethis effect. In the marble mazeervironmentthe state
spaceis six dimensional Eachdimensionis quantizednto ve cells. Eachstored
experiencein the databasdasa table of size5°. For ary querypointin the state
spaceijts positionrelative to the datapointis usedto nd thecell thatis associated
with thatquerypoint. Sincewe expectonly a smallfraction of thecellsto be used,
the tablesare storedas sparsearraysand only whenthe valuein a cell is initially
updateds thecell actuallycreated Thesizeof thecellsassociateavith adatapoint
were chosenmanuallythroughtrial and error with the cells nearthe centerbeing
smallerthenthosefurther away. For examplethe differencein x andy position
betweerthe querypoint andthe datapointis dividedinto the following areasiess
than-0.4cm,-0.4cmto -0.1cm,-0.1cmto 0.1cm,0.1cmto 0.4cm,andgreaterthan
0.4cm.Making the closercells smallerallows ner distinctionsto be madewhen
relevantexperiencesrecloseto the querypoint.

Figure4 shavs a simpleonedimensionakxampleof associatingscalefactors
with two storeddatapoints,P1andP2. The numbersabove the datapointsarethe
scalefactorsC=Q thatareinitialized to 1.0. For eachdatapoint, the numberto the
right (left) of the datapoint is usedwhenthe query point is to the right (left) of
the datapoint. For the two querypointsshavn the distanceQP2-Plis 1:0 5= 5,
QP2-P2is 1.0 20= 20,QP1-P1lis 1.0 5= 5,andQP1-P2is 1.0 10= 10.For
the situationshavn the datapoint P1 would be selectedor both querypoints.An
agentmakesthe queryQP1landchoosesiatapoint P1 and performsthe primitive
with theparameterspeci edby P1.Theagentsprogresss thenevaluatedvhenthe
primitive ends. If theagenthasperformedooorly, thescalefactorcanbechangeds
shavn in Figure4. For this new situationthedistanceQP2-P1lis 1:0 5= 5,QP2-P2

d= d(x;;q)
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is1:0 20= 20,QP1-Plis4:.0 5= 20,andQP1-P2is 1:0 10= 10. As canbe
seernthedistancebetweerQPlandP1lis now apparentlynuchlargerandtherefore
P2will now be choserfor this query However, a queryat QP2will remainexactly
thesameasit was.

Fig. 4. Onedimensionakxampleof associatingnultiplierswith datapoints.The multipliers
areinitialized to 1.0. Thenthe multiplier for P1is changedo re ect the effect of usingthis
pointin queryQP1.

Q learninglendsitself very well to updatingvalueshy takinginto accountthe

resultof actionstakenin the future. The Q valuesareinitialized with C andthen
updatedusinga modi ed versionof Q learning.For eachof the datapointschosen
the Q-valuesareupdatedasfollows:

Q(dt;Xm) = Q(at;xm) + @ [r+ Q(§;X)  Q(qr; Xm)] 1)

a is the learningrate. Sincemultiple points are used,the weighting given by

_ Kd(isa)) : : P
ALK (A000) is usedasthe learningrate. This weighting hasthe effect of

having pointsthat contributed the mosttoward selectingthe primitive having
thehighestlearningrate.

r is thereward obseredafterthe primitive hasbeenperformed.

Q(§;X) is the future reward that canbe expectedfrom the new state§ andse-
lectingthedatapointsX atthenext time step. This valueis givenby:

#
a.x) —KAK:Q)
: Q(8: %) &'l K(d(xj; )

Figure3 shaws theimproved performancevith practiceusingthis Q-like learn-

Qo

ing algorithm.The initial Q valuein all cellsandthe normalizingconstanC were

all 100,000.Executionof a primitive endswhenthe sub-goallocationis reached,
if themarblerolls into a hole or outsidea boundingbox that containsthe startand

endlocation,if thereare small or no changesn the ervironmentstateduring the

executionof the primitive, or whenthe nal goalis reachedWhenthe primitive

endstherewardfunctionis computedasfollows:
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Moving throughthemaze:100 thedistancein metersfrom the beginning of
the primitive to the endlocation. Movementalongthe pathtowardthe goalis
positive distanceandmovementaway from the goalis negative distance.
Takinguptime: 10 theamountof timein secondgrom thetime the primi-
tive startedto thetime it ended.

Not makingary progressiuringthe executionof the primitive:  50; 000.

Not completingthe executionof the primitive within the giventime of 4 sec-
onds: 20;000.

Rolling into, andbeingstablein, a corner:30;000. Whena corneris reached,
learningstopsand restartsfrom the cornerlocation. The playing agentonly
getsarewardthe rst time it goesto a corner Subsequentisits to the same
cornerwill alsoresetlearning,but will resultin no reward. This preventsthe
agentfrom returningto cornergustto gethigh rewards.

Falling into ahole: 50;000,the Q-valueof thehole stateis 0. Whenthe play-
ing agentfalls into a hole, learningis stoppedandrestartedrom the location
themarbleis placedat whenthe gamebeginsagain.
Reachinghegoallocationin themaze:10; 000.

4 Discussion

It is a commonbelief that the mostimportantresearchissuein primitivesis how
they areinventedfor a new task.This is not necessarilycorrect.We arebornwith
an existing library of biological eye movementprimitivesandgaits. It may be the
casethatbiological systemautilize a x ed library of motor primitivesduring their
lifetime. It may be the casethat we can manually createa library of primitives
for robotsthat cover a wide rangeof everydaytasks,and that invention of new
primitivesis simply not necessargr quiterare.Hencethe emphasisn this work is
onexploring how to make effective useof existing primitives.It is our hopethatthis
explorationwill inform thedesignof a generaketof primitives.

Severalissueshave becomeclearerthroughthis work. We have identi ed some
of the knowledgewhoseacquisitionwill have to be automatedor fully automatic
learning:inventing primitives or the designof a generalpurposelibrary of prim-
itives, determininghow to executethe primitives (actiongeneration)determining
how to recognizeprimitives,learningor communicatinga reward function, deter
miningthefeaturesstatesandactionsavailablein thetask,andrecognizingspecial
propertiesof the domain,suchastherole of walls andthe progressie natureof the
marblemazetask.

We found that the distancefunction in a memory-base@pproachin the mar
ble mazetaskneededo handlestiff discontinuitiessuchasnot generalizingacross
walls. We needto develop automatidearningof the rangeof generalizationThere
arenumerouspportunitiedo take advantageof symmetryin themarblemazetask,
andwe are exploring alternatefeaturesto representhe task andthe currentcon-
text. We needto take into accounttime andthe progressie natureof the taskto
avoid endlesslyrepeatingcyclesof primitivesandnot makingprogressWe needto
explorelearningwhatto forget,aslearnednformationlosesvalidity.
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What propertiesshoulda setof primitiveshave?In orderto learnfrom obser
vation, primitives needto be recognizabldrom obsenable data. Good primitives
divide learningproblemsup, sothateachindividual learningproblemis simpli ed.
For example,primitivesthat breakinput/outputrelationshipsup at discontinuities
may leadto a setof simple learningproblemswith smoothinput/outputrelation-
ships.

An exampleof therobotlearninganew stratgy is shavnin Figure3. In thethree
obsened gamesthe humanmaneuersthe marblebelov hole 14. During practice
the agentfalls into hole 14 andlearnsthatit canmore easilymaneuer the marble
aroundthetop of hole 14. We did not evenknow this actionwaspossibleuntil we
obseredtherobotdoit.

5 Conclusions

A robothaslearnedaninitial policy from obsenationto usein themarblemazetask.
Therobotcantraversemostof themazeafteronly observingafew gamegerformed
by a human. The robotgoeson to increaseperformancedy updatingits primitive
and parameteiselectionpolicy while practicingthe task. Furthertestingof our
learningfrom executionmethodis beingconductedo gain a betterunderstanding
of theeffectthevariousparametertase onthelearningrate.Learningmethodshat
reducethe amountof manuallygenerateknowledgeare alsobeing explored. We
areextendingthis researcho anair hockey task.
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